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Task SolutionUser

Generating Code with LLMs



Task Solution

Iterative steps
towards the final solution

LLM

User

Generating Code with LLMs

Missing domain context

Incomplete specification

Minor Bugs (e.g. missing imports)



Can we "guide" LLMs in generating the 
correct solution?

Test Driven Development (TDD)



Phases of TDD

1️⃣  Write a simple 
test for a behavior 
to be implemented

2️⃣ Update the code 
just to make the test 
work quickly

3️⃣ Rework the code
to make it efficient 
and optimized



TDD-guided code generation workflow



TDD-guided code generation

Mathews et. al 2024 Fakhoury et. al 2024 Pirya et. al 2024



TDD code generation with AlphaCodium

AlphaCodium, a multi-step pipeline 
for TDD code generation for coding 
problems

Includes problem reasoning and 
test augmentation

Ridnik et. al 2024

(Codium.ai)

https://arxiv.org/abs/2401.08500



The AlphaCodium approach
Input problem

Ridnik et. al 2024 - https://arxiv.org/abs/2401.08500 



Input Problem 1580 A
Description Public Tests



The AlphaCodium approach

1 - Reflection stage
Ridnik et. al 2024 - https://arxiv.org/abs/2401.08500 



The AlphaCodium approach

2 - Test augmentation stage
Ridnik et. al 2024 - https://arxiv.org/abs/2401.08500 



The AlphaCodium approach

3 – Solution iteration
Ridnik et. al 2024 - https://arxiv.org/abs/2401.08500 



Can we reproduce it?



Study Goal
What are the challenges in replicating and 

measuring complex LLM-based approaches 
for code generation?



Experiment Setting

Baseline
Zero-shot prompting 

AlphaCodium
workflow



CodeContests Dataset*
Training of code generation models

Train set, excluded

Validation set,105 inst.
 
Test set, 156 inst.

Study Context

*Y. Li et al., Competition-level code generation with AlphaCode, Science 378 (2022)

Problem description

Public and private test cases

Correct and incorrect solutions

 etc…



Models

 openai/gpt-3.5-turbo 

 deepseek-ai/deepseek-coder-33b-instruct  

 codellama/CodeLlama-34b-Instruct-hf 



Local Inference Infrastructure

Nvidia A100 80GB

Nvidia A100 80GB

OpenAI
compatible 
REST APIs

AlphaCodium
w/

Tensor parallelism

Server



pass@k 

Inference statistics

Evaluation Metrics

Zero-shot prompting 

vs 

AlphaCodium



pass@k (k=5, n=5)

Inference statistics 

Evaluation Metrics

public+private test cases

private test cases only



pass@k (k=5, n=5)

Inference statistics 

Evaluation Metrics

public+private test cases

private test cases only

Latency

Token usage

Num. requests



What we changed?

 Technical improvements (stats, logging, error handling)

 Different execution timeout (max 600s)

 Iterations do not stop after resolution (always 5)

 Replaced GPT-4 with CodeLlama, but not equivalent
---

 Structured output parsing (failed tentative)



Experimental Results



pass@5 score

(Original paper)

(Our reproduction)

baseline baselineAlphaCodium AlphaCodium

Validation set Test set



pass@5 on private tests only



Avg. Inference Statistics



How much does cost GPT-3.5-Turbo?

~60k 
Tokens per problem instance

Required for Test Set:
~9.2M tokens, ~23$

Baseline only takes ~1$!



Recurring Problems

 Flaky formatting errors on model output

 Token generation loop

 Unable to execute the generated code



Takeaways

 Better evaluation tools

 Well-engineered inference infrastructure

 Models are changing fast

 Metrics have several limitations



Summary

Giovanni Rosa
Postdoctoral Researcher @ URJC
More at giovannirosa.com
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